ASSIGNMENT 3 SOLUTIONS

10.8

               No. of pages for r  are Fr   = 2000 pages

               No. tupels/page                = 20 tuples

                      Total no. of tuples Tr   = 2000*20 = 40000                             

               No. of pages for s  are Fs  = 5000 pages

               No. of tuples/page           = 5 tuples

                       Total no. of tuples Ts  = 5000*5  = 25000

              Also 5 tuples  of s match each tuple in r.

NESTED LOOPS :  

  The cost for doing Nested loops can be done in two ways

   case i)   Cost = Fr + Tr*Fs

= 2000 + 40000*5000

= 2000 + 200000000 

                                    = 200002000 + out put cost

         As 5 tuples of s  match each tuple in r

            output cost = 2000*20 + 2000 * (20*5)/100 =  42000

   case ii)   Cost = Fs + Ts*Fr




       = 5000 + (25000*2000)




    = 50000000+5000




    = 50005000 + output cost

      output cost = 5000*5 + 5000*(5*1)/100 = 25250

           we need to select case 2 as it has lesser cost than 1.

  BLOCKNESTED LOOPS:

       Memory available for join operation is 402 pages

          Cost = Fr + Fr*(Fs/M-2)

                  = 2000 + 2000*(5000/(402-2))

                  = 2000 + 25000



= 27000 + output cost

  where output cost = 42000

10.13

    For the given realtion schema, R(A,B):

     Number of tuples  = 1,000,000

     Tuples per page    = 10

     Number of pages  = 1,000,000/10 = 100,000

     A is a candidate key which rangs from 1 to 1,000,000

     Clustered B+   tree index on A with a depth of 4.

     B has 100,000 distinct values

     The number of tuples in A that match B are 10

     Hash Index on B

  a)  (  σA  < 3000) 

i) Sequential scan :

             We need to scan all the pages to get the output. Therefore the cost for this operation is 

             Cost = 100,000 +  output = 100,300

          Where output = 3000/10 = 300

NOTE: One migh observe that the relation has a clustered index on A so the file is actually sorted by A. So, one might need to scan only 300 pages.

ii) Index on A  :

         On A, there is a B+ tree index, so we need to reach 3000 by B+ index and then scan all the tuples less than 3000

          Cost = 4(depth of tree) + 300 (no.of pages) = 304 

   B) (  σA  >3000 Λ A<3200 Λ B=5) 

1. Index on A :

            As there is B+ index on A, locate 3000 by index and then scan all the tuples till 3200 to get the output

      Cost = 4(depth of tree) + 20 (no.of pages to scan) = 24

2. Index on B:

  There is an Unclustered Hash index on B and there are 10 matching tuples of A for a tuple in B. Hence to get the output 

      Cost = 1.2(to reach the bucket) + 10 ( number of tuples to read).

               = 11.2

  C) ( σA # 22 Λ B # 66)

1. Sequential Scan:

 Here we need to again scan all 100,000 pages to get output . Therefore the cost of operation is 100,000

     2.   Index on A:

            In this case, we need to reach 22 using B+ index and then scan back and forth except 22 and output the result.

           Cost = 4 + 100,000 + output

      3.    Index on B :

   In this case, we need to scan all the buckets except the bucket (B=66)

Thus cost of such operation is 

            Cost = (1.2 + 1)*999,9990 + output cost

