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Interesting observation. In the traditional (3-layer) neural networks, the input values x1, . . . , xn first

go through the non-linear layer of “hidden” neurons, resulting in the values yi = s0

(
n∑

j=1

wij · xj − wi0

)
(1 ≤ i ≤ m), after which a linear neuron combines the results yi into the output y =

m∑
i=1

Wi · yi −W0. Here,

Wi and wij are weights selected based on the data, and s0(z) is a non-linear activation function; usually, the

“sigmoid” activation function s0(z) =
1

1 + exp(−z)
is used.

The weights are selected so as to fit the data, i.e., that y(k) ≈ f
(
x
(k)
1 , . . . , x

(k)
n

)
, where x

(k)
1 , . . . , x

(k)
n

(1 ≤ k ≤ N) are given values of the inputs, and y(k) are given values of the output.
One of the problems with the traditional neural networks is that in the process of learning – i.e., in the

process of adjusting the values of the weights to fit the data – some of the neurons are duplicated, i.e., we
get wij = wi′j for some i ̸= i′ and thus, yi = yi′ . As a result, we do not fully use the learning capacity of a
neural network, since when yi = yi′ , we can get the same approximation with fewer hidden neurons.

To avoid this problem, B. Apolloni and others suggested [1] that we orthogonalize the neurons during
training, i.e., that we make sure that the corresponding functions yi(x1, . . . , xn) remain orthogonal (in the
sense that ⟨yi, yj⟩ =

∫
yi(x) · yj(x) dx = 0).

What we do. Since Apolloni et al. idea works well, it is desirable to look for its precise mathematical
justification. We provide such a justification in terms of symmetries.

At first glance, the use of symmetries in neural networks may sound somewhat strange, because there
are no explicit symmetries there, but hidden symmetries have been actively used in neural networks: e.g.,
they are the only way to explain the empirically observed advantages of the sigmoid activation function; see,
e.g., [2, 3].
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