Qualifying Examination – Fall 2007
Parallel Programming
This exam is closed book/notes.

Question 1 [70 Points]:
Let us consider the problem of simulating the behavior of a system composed of a metal plate. Initially the metal plate has a stable temperature of 89 degrees. The plate is 50x50 inches. Suddenly a constant temperature of 220 degrees is applied to the four edges of the plate.
We wish to simulate the change of temperature in each point of the plate for a period of 20 seconds. We want to write a simulation using a finite elements method, with a time step of 10ms, and a resolution on the plate of 0.1 square inches.
Answer the following questions:
1. Write the parallel pseudo-code for the simulation, using a finite elements method, and according to the following parameters:
· The partitioning of the plate should be by group of columns and static
· The number of processors is n
· Communication is via message passing
Study your code and provide the following information
a. Estimate the total communication cost at each cycle, accounting for the cost of starting up communication (tstart) and the cost of transmitting data (tdata is the time for sending one byte). 
b. Estimate the total computation time at each cycle
c. Determine the theoretical speed-up of your solution
2. Modify your solution so that instead of using a partition by columns you perform a partition by sub-matrices. Write the pseudo-code and perform the same analysis of communication cost, computation cost, and speedup as in the previous question.
3. Provide the pseudo-code for a solution to the problem that makes use of a single-row partition of the plate but relies on centralized scheduling (master-slave). Perform again the complete analysis of cost and computation.
4. Discuss the issue of convergence for this problem. In particular, provide a method to determine global termination in case of convergence.
Question 2 [30 Points]:
Consider the problem of developing a parallel solution to a branch-and-bound search problem. A general branch-and-bound algorithm has the following structure:
void b-b-search (A)
{
         Amin=INFINITY;
        b-b-search1(A);
}
void b-b-search1(A)
{
	Score = eval(A);
	if (Score < Amin)
		if (A is a leaf) {
			Amin = Score;
			report solution and Score
				}
				else
					for each child Ai of A do
						b-b-search1(Ai);
		}
where A is the initial configuration of the problem, leaf A determines whether we have reached a solution, and eval(A) is a conservative bound on the cost of the solutions that can be reached from A (i.e., the solutions reachable from A cannot have cost lower than eval(A)). The various A encountered in the computations represent nodes in the search tree (and the leaves are solutions to the problem). We are clearly looking for a solution with minimal cost.
1. Provide the pseudo-code (or any other precise description) for a parallel version of this algorithm that meets the following requirements
· it makes use of message passing (no shared memory)
· it distributes subtrees of the search tree
· scheduling is dynamic – i.e., when a processor completes its work, it should be able to obtain more work
· there is no central master’s processor (you can assume that processor 0 will start the computation, but after that all processors should have the same role)
· Processors should be able to communicate their best Amin to ensure that globally processors are not working for too long on infeasible parts of the search space.
2. Discuss how you would efficiently implement your solution using shared memory.
