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Abstract

As consumer graphics hardware becomes faster and more capable,
it is becoming desirable for realtime interactive content to become
more dynamic. However, the static spatial partitioning mechanisms
used in current interactive systems, such as games and other virtual
reality environments, are not suitable for a fully-dynamic interac-
tive environment. In this paper, we take a new look at octrees, and
create a dynamic octree-like data structure which allows for real-
time modification of a scene while retaining many of the benefits of
a static spatial partitioning. Additionally, we explore a mechanism
for providing fully-dynamic occlusion culling using this dynamic
spatial partitioning.

CR Categories: I.3.7 [Three-Dimensional Graphics and Realism]:
Virtual reality—Visible line/surface algorithms

Keywords: real-time, visibility, spatial partitioning, occlusion,
dynamic

1 Introduction

As the performance of commodity hardware increases, users of in-
teractive 3D systems have rising expectations as to the degree of
interactivity provided at high frame rates. However, present sys-
tems only have a limited amount of interactivity within the environ-
ment itself; due to the static spatial partitioning and visibility mech-
anisms in common use (such as BSPs), the underlying geometry of
an interactive environment must remain largely static, or must be
constrained to a precomputed set of possible locations [Cohen-Or
et al. 2000].

Most visibility algorithms provide an optimal solution, but re-
quire offline preprocessing time. Many commonly-used offline vis-
ibility algorithms are only slightly conservative (in the sense that
not many non-visible objects are included), but assume that the
CPU is the bottleneck during rendering and precompute per-region
potentially-visible sets from a static spatial partitioning [Teller and
Séquin 1991; Zhang et al. 1997; Durand et al. 2000]. Another class
of algorithm removes these constraints by using a regular grid for
the spatial partitioning [Batagelo 2001], but such a partitioning suf-
fers from performance and/or scalability problems when used for
extremely large environments or where there is a high variability
in object density. Other algorithms perform well without the need
for spatial partitioning and provide visibility processing on-the-fly,
but require significant amounts of processing power, predetermined
sets of simplified potential occluders, and advance knowledge of
motion constraints [Wonka et al. 2001]. Finally, a handful of algo-
rithms come very close to the fully-dynamic ideal, but still require
some static partitioning and prescient knowledge of how objects
may move [Sudarsky and Gotsman 1999].

Thanks to exponential increases in processing power, an optimal
spatial partitioning is no longer necessary, as a fast algorithm which
reduces the working set to something manageable for a secondary
brute-force test is sufficient. Additionally, because the major per-
formance bottleneck has shifted from the host CPU to the commu-
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nications pipeline with the graphics processor, the CPU can spend
more time on per-frame visibility determination without degrading
the overall performance. As such, an algorithm which provides an
extremely-conservative working set is acceptable as long as there
isn’t a significant penalty to maintaining the partitioning or reject-
ing the extraneous objects.

In this paper, we describe a fully-dynamic adaptation of one of
the simplest and fastest spatial partitioning algorithms – the octree
– and show that even though it is extremely conservative, it still
boosts performance by an order of magnitude over a brute-force
test. We then adapt a simple but effective occlusion-culling algo-
rithm from a static octree to a dynamic structure, providing a fast,
output-sensitive, and totally-dynamic visibility algorithm with no
need for constraints of any sort. Finally, we show how to use the
dynamic octree with a hierarchally-modeled scene, and examine the
use of the dynamic octree for collision detection.

2 The Dynamic Octree

Traditionally, octrees have been used for ray tracing [Glassner
1984; Fujimoto et al. 1986], background object collision detec-
tion [Bandi and Thalmann 1995], motion planning [Hamada and
Hori 1996], and other operations which are performed on static ob-
jects. Typically, the octree is used to form a regular partitioning of a
bounded region of space, and due to the way in which the octree is
queried, objects which reside in multiple leaf nodes of the octree are
simply inserted into all of the pertinent leaf nodes. Although this
works well for algorithms where the calculation terminates once it
finds an object, it adds a level of complexity when performing op-
erations on entire regions of space where the operation should only
be performed once on an object. Traditional scanline rendering is a
good example of such an algorithm.

Our approach takes a different perspective; rather than require
that objects be stored in a leaf node, they are simply stored at the
deepest level of the octree at which they fit entirely in a single node.
Additionally, by adding a bounding volume to each node and re-
moving the requirement that space be divided uniformly, the octree
can cover an arbitrary region of space while keeping the actual in-
tersection footprints to a minimum.

2.1 Data Structure

A single node in the dynamic octree contains a set of objects con-
tained within the node, up to 3 axis-oriented splitting planes, up to
8 child octree nodes, and an axis-aligned bounding box (AABB)
with a flag stating whether it is current.

Each object stored in the octree has a reference to the octree node
it is contained in, and a bounding volume; in our implementation1,
we use a simple bounding sphere centered on the origin of the ob-
ject’s coordinate system for octree insertion (described in sections
2.2.1 and 2.2.3), and the intersection of the bounding sphere and an
oriented bounding box (OBB) for occlusion culling (described in
section 3.2).

1http://www.cs.nmsu.edu/~joshagam/Solace/



2.2 Managing the Tree

2.2.1 Child Selection

To determine into which child node an object should go, the object’s
bounding volume is compared with the splitting plane(s). If the
object straddles any of the planes, it is kept in the current node.
Otherwise, build a bitmask, setting the nth bit based on whether the
object is on the positive side of the nth plane, numbered arbitrarily
starting from 0. This bitmask is the identifier of the appropriate
child node, which is created as it is needed.

2.2.2 Splitting Nodes

If a leaf node is queried and it contains more objects than a thresh-
old value, the node is split. Our implementation currently sets this
threshold at 16, with the assumption that the split will be perfect
and the rationale that there should never be fewer than 2 objects in
a node. Splits do not happen at the time of object insertion, but at
the time of query; this maintains better tree balance and improves
efficiency, as node splits become “batched up” for later.

First, an algorithm chooses a splitting point. An ideal algorithm
would be such that an equal number of objects will be on opposite
sides of the point. However, in our current implementation, we sim-
ply take the mean of every object’s center, weighted by the inverse
of its radius; this heuristic is selected in order to bias the split to-
wards clusters of small objects. Three axis-oriented splitting planes
are created through this splitting point.

Next, all of the objects are tested against the splitting planes. If
the number of objects straddling a splitting plane exceeds a thresh-
old2, that plane is disabled. If all of the splitting planes are disabled,
the ones with the least number of straddling objects are enabled.
This step avoids a very important problem; if all objects happen to
be lying within a single axis-oriented plane or line (for example,
resting on a table top, or people walking on a crowded city street),
removing the planes with excessive straddling causes the octree to
emulate a quad-tree or KD-tree for better performance.

Finally, after splitting the node, all objects which don’t straddle
a plane are inserted into the appropriate child node, as per the child
selection algorithm.

This process is demonstrated in figure 1.

Complexity Analysis The cost of splitting a single leaf node is
difficult to calculate directly, but it can be amortized across the en-
tire octree. If there are n objects in the octree, then the time cost of
splitting the entire octree into unsplit leaf nodes is K cost of pro-
cessing each individual object, plus the cost of splitting the child
nodes. Assuming a perfectly-balanced split with no straddling ob-
jects, this is T (n) = Kn + 8T

( n
8

)

= O(n). As there are at most
8n−1

7 total nodes in the octree3, the amortized cost of splitting a
single node is O(1).

2.2.3 Inserting Objects

Inserting an object into the dynamic octree is nearly identical to a
standard octree. Start at the root node, and select the appropriate
child for the object until either we have reached a leaf node or the
object straddles a splitting plane. Associate the final octree node
with the object, then expand the AABBs of all nodes up to and
including the root as necessary.

2Our implementation currently sets this at 1/4 of the number of objects
in the node.

3Assuming n leaf nodes and dlog n−1e levels of empty internal nodes

in a perfectly-balanced tree; n+ ∑dlog8 n−1e
k=0 8k = n+ 8dlog8 n−1e−1

8−1 ≤ n+ n−1
7
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(a) A node is split evenly
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(b) Unavoidable straddling
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(c) Excessive straddling; a split plane is discarded

Figure 1: Splitting leaf nodes; objects in the current node are clear,
objects in child nodes are shaded

Complexity Analysis This process takes average-case O(logn)
time for the traversal and AABB expansion (worst-case O(n) for
an extremely unbalanced tree), and O(1) time for the insertion into
the octree node itself (assuming that the octree node’s object list
is maintained using a dynamic hash of pointers, such as a C++
hash_set, though in practice, an O(logn) binary tree, such as a C++
set, performs better).

2.2.4 Deleting Objects

Deleting an object is simple; first, remove the object from the object
list of the node which contains it. Next, if the object’s bounding
volume was flush against the edge of the AABB (i.e. the AABB
could potentially shrink as a result of this deletion), mark the AABB
for recalculation, as well as the AABB of any parent nodes where
the object was similarly flush. Finally, perform a simple garbage
collection; if the node now contains no objects of its own and has
no children, delete the node, and notify the parent of the child’s
deletion. If a parent node now has no children, then it should be
unsplit, and if it has neither children nor objects of its own, it should
be deleted. This process should continue all the way to the root of
the tree.

Complexity Analysis This process takes O(1) time for the dele-
tion and, in the worst case, O(n) time for the garbage collection and
AABB invalidation (for an extremely unbalanced tree). However,
in general, only one or two nodes will ever be garbage-collected or
have their AABB invalidated at any given time, making the average-
case complexity essentially O(1).



2.2.5 Updating Objects

An object must be updated within the octree whenever its bounding
volume changes with respect to the node it is stored in, for example
when the object moves, rotates, or changes its geometry. The up-
date process is simple – remove the object from the octree, update
it, then reinsert it, for an O(logn) average-case running time.

We do not attempt to avoid garbage collection by reinserting the
object before removing it from its old node. If a node is removed,
it is because the node only had one object in it. The lasting perfor-
mance impact of a nearly-empty octree node is much greater than
the one-time penalty of deleting (and possibly recreating) a node.
Additionally, if the deleted leaf is the only child of its parent, the
deletion of the leaf allows for the parent to be re-split with better
balance anyway.

2.2.6 AABB determination

Determining the AABB of an octree node is simple. For each ob-
ject stored within the node, grow the AABB to accommodate the
object’s bounding volume. Next, get each child node’s AABB (re-
cursively recalculating it if necessary), and grow the current node’s
AABB to accommodate it. Finally, mark the AABB as current.
This process takes an amortized O(1) time, and only must be per-
formed when a node is queried for the first time or after a con-
tained object was deleted if the object’s bounding volume was flush
against the AABB.

3 Using the Tree

3.1 View Volume Clipping

The process of clipping an entire scene against a viewing frustum or
other visibility primitive is simple; for any given node in the octree,
test its AABB, for which there are many fast algorithms [Assarsson
and Möller 2000]. If the AABB is visible, add its contents to the
working set, and then recursively apply this test to its child nodes.
Example outputs of this test are shown in figures 2 and 3.

The cost of traversing the octree is a function of the number of
octree nodes which are visited and the number of objects stored
in those nodes. The number of octree nodes for a working set of
w objects is O(w), making the total query time O(w). Ideally, w
would be equal to v, the size of the visible set, but due to object
straddling, w itself is O(n), making the worst-case time cost for
determining the working set O(n), even if v is relatively small.

In practice, w/v scales sublinearly with n, as is demonstrated in
section 5.

3.2 Occlusion Culling

Adapting algorithms which use octrees for occlusion culling is
fairly straightforward. In our implementation we use a technique
similar to [Greene 2002], where we first draw objects which were
visible in the previous frame at a reduced level of detail into a low-
resolution software depth buffer while rendering them (or use the
hardware’s depth buffer after rendering those objects normally), re-
duce the depth buffer in the style of a Z-pyramid [Greene et al.
1993], and then test the AABBs of the octree nodes against the
depth buffer while obtaining the working set. The bounding vol-
umes of the objects are also tested against the occlusion buffer be-
fore they’re rendered, culling out even more geometry.

For an example of this in action, see figure 4, which depicts a
scene with 1331 randomly-moving 7000-polygon sphere objects,
many of which are hidden behind a partition. With the occlusion
buffer disabled, about 1000 of the spheres are rendered after the
visibility test, but with the occlusion buffer enabled, only about 500

(a) Unculled (b) Culled to 1598 candi-
dates

(c) Zoomed out, unculled (d) Zoomed out, culled

Figure 2: 41000 simple objects moving around in an octree;
red = discarded node, green = included node, blue = query region,
white = candidate object

(a) Full scene (b) Close-up view

(c) Octree traversal performed to render
(b); objects eventually culled from the
working set are shown in magenta

Figure 3: A cloud of 1765 random spheres



of the spheres are even included in the working set, the rest being
culled out at the octree level, and only the spheres which are vis-
ible are actually rendered. The octree query (including occlusion
culling) only accounts for approximately 0.01% of the total render
time, and even with the large number of culled objects, visibility
and occlusion queries only account for 1.5% of the total CPU time.
Almost all of the remaining CPU time is spent on rendering the ob-
jects which are actually visible, at approximately 10Hz at 640x480
(on a 1.1GHz Athlon equipped with a Radeon 7000; the primary
bottleneck is the lack of vertex processing power). On a video card
with hardware vertex processing and stored display lists, the fram-
erate is significantly higher.

(a) Full render (b) Wireframe view

(c) Wireframe with hid-
den geometry culled

(d) Octree query for (c)

Figure 4: Densely-occluded scene with over 1300 7000-polygon
objects

3.3 Hierarchal Geometry

The dynamic octree can still work with traditional hierarchally-
modeled scenes. The simplest way to do this is to use the bound-
ing geometry of the entire hierarchal object group when inserting it
into the tree. In the case of bounding spheres, naïvely calculating
the radius of the overall bounding sphere R(N) is fairly trivial, by
recursively finding

R(N) = max{Nr,RC (C1) ,RC (C2) , . . . ,RC (Cn)}
RC (C) =

∥

∥Cp
∥

∥+Cr

where N is an object with bounding radius Nr and children C1 . . .Cn
(its contribution to the bounding radius Rc (C) being calculated
from its radius Cr and its position Cp within its parent’s coordi-
nate space). These values can be stored with the individual objects
once calculated, and if a child object moves, the change in over-
all bounding radius can simply be propagated upwards through the
scene hierarchy in a manner similar to the octree’s AABB updates.

Additionally, the hierarchal scene structure can itself be main-
tained as a set of nested octrees; our current implementation stores
an octree per object alongside a traditional hierarchal scene model,
using the traditional hierarchy for object-management queries and

the octree for visibility queries. When the nested octrees are queried
for visibility, the AABBs are simply translated by the parent ob-
ject’s local coordinate space like any other object. Because a leaf
octree node will only be split if there is a sufficient number of ob-
jects, simple hierarchal geometry does not significantly increase the
overhead over simply storing the hierarchy normally, but for com-
plex scenes, the hierarchal octrees are clipped to the viewing vol-
ume, providing a very fine-grained level of hierarchal visibility de-
termination while also providing implicit spatial-coherence hinting
to the top-level partitioning.

Figure 5 shows an example of a hierarchal octree query. In
this scene, there is a large circular track in which each segment is
modeled hierarchally. Additionally, the particles (rendered as bill-
boarded sprites) are contained within a toplevel object, which has
been rotated in order to emphasize the separation of its octree from
the top-level octree.

Figure 5: A scene modeled hierarchally, and its respective octree
query showing the clipped object octrees

3.4 Collision Detection

Using the dynamic octree to accelerate collision-detection queries
is simple and intuitive. The objects are stored in a collision octree
(which should be kept separate from the visibility octree), with their
bounding volumes augmented to contain their motion over the next
time increment. To perform collision queries against an object, a
region containing the augmented bounding volume is queried; the
resulting working set will contain all of the objects whose bounding
volumes are going to collide with the object during the current time
step. The working set is then culled to the augmented bounding
volume, and the remaining objects are the only ones which require
a detailed collision test as required by the application.

Although this isn’t fundamentally different from any other
octree-based collision-detection algorithm such as [Bandi and Thal-
mann 1995], this has the advantages that the query region doesn’t
have to be grown by a known global maximum velocity, and the in-
ternal book-keeping is significantly simpler because an object will
only be stored in a single octree node.

The disadvantage to this approach is that the time taken to find
pairs of colliding objects scales linearly with the number of ob-
jects and the size of the working set; assuming an O( 4

√
n) work-

ing set size (which will be explained in section 5), this implies an

O(n 4
√

n) = O
(

n5/4
)

complexity. However, in many interactive ap-

plications, it is acceptable to only perform detailed collision detec-
tions on visible objects, as objects outside of the viewer’s field of
view can often be performed with a larger time step and less accu-
racy.

4 Drawbacks

The most notable drawback is that although the tree is reasonably
balanced to start with, certain access patterns can cause the octree



to become extremely unbalanced or to cause many objects to strad-
dle a split plane. An extreme example is shown in figure 6. In this
case, the octree was initially split with a large number of spatially-
localized objects, after which many objects were added to strad-
dle a split, preventing them from going further down in the octree
structure. However, even with this extreme level of straddling, only
about 1/4 of the objects are included as candidates in the octree
query on average, still providing a reasonable speedup over naïvely
testing every object. Efficiently rebalancing the tree would avoid
this problem, though this is a topic for future research.

Figure 6: Excessively-imbalanced tree with many split-straddling
objects

Also, the worst-case linear relationship between total objects and
working set size tends to send a significant amount of geometry
to the visibility culling stage; however, in practice, this does not
provide a significant reason to discard the dynamic octree. Some
may consider it wasteful that in figure 7, the octree query returns
around 5,000 candidates when there are only around 500 within the
queried region, but this is certainly an order of magnitude better
than brute-force testing all 1 million objects; on a 1.1GHz Athlon,
the octree query takes around 10ms.

Figure 7: Octree containing 1 million objects (extreme closeup)

Additionally, splitting nodes only when they’re traversed tends to
cause extreme jumps in performance when the view enters a previ-
ously unviewed region. We can partially mitigate this by a number
of means, such as splitting the children of traversed nodes which
are rejected from the query, splitting all nodes within a reasonable
region of anticipated motion, or by splitting the entire tree once we
are sure that the boundaries aren’t going to change significantly.

5 Results

In order to test the scalability of the dynamic octree, a benchmark
program creates an octree with n spheres of radius 1, placed with a
uniform random distribution within a cube, 3n1/3units on a side, av-
eraging one sphere per 9 cubic units of volume. It queries the entire
octree (forcing it to fully split), and records the elapsed time. It then

repeats the following process 1000 times, timing the actual CPU
usage of each step using the UNIX times() system call: query a
random 100×100×100 region of the octree to produce a working
set, cull the working set to the region, then randomly move 1000
random objects from anywhere in the octree.

Results of this benchmark (on a 1.1GHz Athlon with 512MB of
RAM) are shown in figure 8. Object insertion (indicated by the
shuffle time) performs with approximately O(logn) (as predicted
in section 2.2). The working set size w clearly scales better than
the worst-case O(n); according to a least-squares regression, it .
Both the query and cull times appear to be O(w) (section 3.1), and
by a simple least-squares estimation of anb, w correlates well with
1.21n.236 = O( 4

√
n). We can improve w even further by reducing

the number of split-straddling objects with a better node-splitting
algorithm and a rebalancing mechanism.
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Figure 8: Algorithmic scalability; operation time (in milliseconds,
except total tree split time shown in seconds), and output size

From this benchmark, the break-even point between a brute-
force and a dynamic octree cull appears to be around 153,000 ob-
jects, which takes 49 milliseconds for both the brute-force and oc-
tree cull. However, due to the large query and relatively dense
packing, and because the benchmark does not include the occlusion
culling of section 3.2, this does not accurately reflect real-world per-
formance; in normal operation, the tradeoff occurs closer to 2,000
objects for typical scenes.

The only distressing time is the initial splitting, which takes
around 15.5 seconds with 1 million objects. However, because
splits normally only happen on parts of the octree which are actu-
ally being queried (rather than all at once), and because those splits
only happen once, those 15.5 seconds would normally be amortized
across several frames, if they’d even happen at all. Additionally, we
feel that 15.5 seconds isn’t particularly troublesome, considering
that bringing those 1 million objects into memory would take sig-
nificantly more time.

On the subject of memory, when the benchmark was working
with 1 million objects, the operating system reported a memory
usage of around 330MB, implying that 330 bytes were used per
object. This would be excessive if the benchmark were using a
minimal object representation, but it used the same 3D object class
from our full rendering system, which includes a per-object scene
hierarchy with its own dynamic octree (as in 3.3), as well as other
structures which have no bearing on this paper. In short, the objects
themselves use far more memory than the octree.



6 Conclusions and Future Work

Although our algorithm does far from a thorough job of removing
objects from the culling stage, we feel that it is still quite effec-
tive at reducing the number of objects which must be tested against
the view volume. Furthermore, when coupled with an appropriate
occlusion culling mechanism, it is extremely effective at rejecting
non-visible geometry from a complex 3D scene to an extent pre-
viously only enjoyed by expensive off-line visibility preprocessing
steps, and we feel that it is efficient enough for generalized real-
time use.

There are many places where the algorithm could be greatly im-
proved. For example, the current thresholds for node splitting and
straddle avoidance are off-the-cuff guesses, and a thorough analysis
should be made to find the optimum threshold values. Additionally,
the current node split algorithm is extremely naïve, and alternates
should be explored, as should an efficient means of rebalancing the
tree.

Finally, it would be interesting to see if adapting other partition-
ing algorithms (such as binary space partitions) to the dynamic par-
titioning mechanism produces better results.
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